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Challenges in Database (DB) Systems

Tuning database configuration parameters
— Literally 100s of configuration parameters

Diagnosing a slow query

— Bad query expression? Incomplete statistics about
data? Subopti mal pl an? Bott

— Suggesting corrective actions
— Towards self-healing DB systems

Broken plan cost models

Query interactions in concurrent query mixes



What is the Main Hurdle In these
Problems?

Lack of “good?”
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Grand Challenge

 Predominant ways in which data collected today:

— Preproduction or offline testing
— Production time monitoring

 These are not enough
— They do help with problem detection

— But, the data often falls short when we want to get to
root cause, suggest fixes, or take corrective actions

Need support for (online) on-demand experiments



Example On-demand Experiments

Problem Example Experiments
Tuning configuration | Get <cl1l, <c 2,
parameters samples for a workload

Diagnosis of slow Run different query plans
gueries or plan fragments

Broken cost models Run profiling queries

Schedule different

Query interactions .
guery mixes




What Is this a 5-10 Year Challenge? (1)

e Challenge 1: System-level mechanisms for
on-demand experiments

— Bounding the overhead on the production workload

— Many useful technologies are here or on the way —
virtualization, resource isolation, fast snapshots,
suspension, resumption & mi

 Challenge 2: Experiment planning
— Huge space, cost-benefits tradeoffs of experiments

— Theoretical/statistical frameworks are available --- Design
of experi ments, Active | ear

— Human in the experiment loop — Why not?



What Is this a 5-10 Year Challenge? (2)

e Challenge 3: Pulling uncertainty up

the data pipeline
— EX: robust configurations and query
execution plans
_ Model
e Challenge 4: Pushing accuracy learning
needs down the data pipeline
— How accurate a model do you need?

— How can we characterize that for
controllers, optimizers, configuration
recommenders, etc.?



